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 CHORD 

 Chord is a protocol proposed by Stoica that associates mapping of key/ value pairs in 

distributed environment using a hash table. 

 A distributed hash table (DHT) is a class of a decentralized distributed system that 

provides a lookup service similar to a hash table: (key, value) pairs are stored in a DHT, 

and any participating node can retrieve the value associated with a given key. 

 Responsibility for maintaining the mapping from keys to values is distributed among the 

nodes, in such a way that a change in the set of participants causes a minimal amount of 

disruption. 

 This allows a DHT to scale to extremely large numbers of nodes and to handle continual 

node arrivals, departures, and failures. 

Properties of DHT: 

 Autonomy and decentralization: the nodes collectively form the system without any 

central coordination. 

 Fault tolerance: the system should be reliable even with nodes continuously joining, 

leaving, and failing. 

 Scalability: the system should function efficiently even with thousands or millions of 

nodes. 

CHORD 

 

 Chord is a protocol and algorithm for a peer-to-peer distributed hash table. 

 A distributed hash table stores key-value pairs by assigning keys to different 

computers (known as “nodes”); a node will store the values for all the keys for 

which it is responsible. 

 Chord specifies how keys are assigned to nodes, and how a node can discover the  

 

Chord uses a flat key space to associate the mapping between network nodes and 

data objects/files/values. 
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 value for a given key by first locating the node responsible for that key. 

 The node address as well as the data object/file/value is mapped to a logical identifier 

in the common key space using a consistent hash function. 

 Chord supports a single operation, lookup(x), that maps a given key x to a network 

node. 

 Chord stores a file/object/value at the node to which the file/object/value’s key 

maps. 

 The steps involved in lookup are: 

1. Map the object/file/value to its key in the common address space. 

2. Map the key to the node in its native address space using lookup. The 

design of lookup is the main challenge. 

Basic Querying 

 The Chord protocol is used to query a key from a client i.e. to find successor(k). 

 The basic approach is to pass the query to a node’s successor, if it cannot find the 

key locally. 

 This will lead to a O(N) query time where N is the number of machines in the ring. 

 To avoid the linear search above, Chord implements a faster search method by 

requiring each node to keep a finger table containing up to m entries, where m is 

the number of bits in the hash key. 

 In Chord, a node’s IP address is hashed to an m-bit identifier that serves as the node 

identifier in the common key (identifier) space. 

 The file/data key is hashed to an m-bit identifier that serves as the key identifier. 

 The value of m is sufficiently large so that the probability of collisions during the 

hash is negligible. 

 The Chord overlay uses a logical ring of size 2m. 

 The identifier space is ordered on the logical ring modulo 2m. 
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 A key k gets assigned to the first node such that its node identifier equals or follows 

the key identifier of k in the common identifier space. 

              
 
 

Fig : Chord ring with m=7 

 The node is the successor of k denoted as succ(k). 

 N denoted the nodes and K denoted the keys stored by the nodes. 

Succ(8)=18 

Succ(15)=18 

Succ(28)=28 

Succ(53)=63 

Succ(87)=99 

Succ(121)=5 

Simple lookup 

 Each node tracks its successor on the ring, in the variable successor; a query for key 

x is forwarded to the successors of nodes until it reaches the first node such that that 

node’s identifier y is greater than the key x, modulo 2m. 

 The result, which includes the IP address of the node with key y, is returned to the 

querying node along the reverse of the path that was followed by the query. 

 This mechanism requires O(1) local space but O(n) hops, where n is the number of 

nodes in the P2P network. 
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Scalable Lookup 

(variables) 

Integer: successor  initial value; 

(1) i .Locate_Successor(key), where keyi: 

(1a) if key  (i, successor] then 

(1b) return(successor) 

(1c) else return (successor.Locate_Successor(key)). 

Fig : Simple object lookup algorithm 

 A scalable look up algorithm that uses O(log n) message hops at the cost of O(m) 

space in the local routing tables, uses the following idea. 

 Each node i maintains a routing table, called the finger table, with at most O(log n) 

distinct entries, such that the xth entry (1 ≤ x ≤ m) is the node identifier of the node 

succ(i + 2x-1). 

 This is the first node whose key is greater than the key of node i by at least 2x−1 mod 

2m. 

 The size of the finger table is bounded by m entries. 

 Due to the logarithmic structure, the finger table has more information about nodes 

closer ahead of it in the Chord overlay, than about nodes further away. 

(variables) 

Integer: successor  initial value; 

Integer: predecessor  initial value; 

Integer finger[1…..m]; 

(1) i .Locate_Successor(key), where keyi: 

(1a) if key  (i, successor] then 

(1b) return(successor) 

(1c) else 

(1d) j  Closest_Preceding_Node(key); 

(1e) return(j.Locate_Successor(key)). 

(2) i.Closest_Preceding_Node(key), where keyi: 
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(2a) for count = m down to 1 do 

(2b) if finger[count]  (i, key) then 

(2c)  break( ); 

(2d) return (finger[count]). 

Fig: A scalable object location algorithm 
 

 

Fig : Query lookup using the logarithmically-structured finger tables 

 For a query on key key at node i, if key lies between i and its successor, the key  

would reside at the successor and the successor’s address is returned. 

 If key lies beyond the successor, then node i searches through the m entries in its 

finger table to identify the node j such that j most immediately precedes key, 

among all the entries in the finger table. 

 As j is the closest known node that precedes key, j is most likely to have the most 

information on locating key, i.e., locating the immediate successor node to which 

key has been mapped. 

Managing Churn 

The behavior of the protocol during node joins, failures and departures is discussed 

here. 

i) Node Join 
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 To create a new ring, a node i executes Create_New_Ring which creates  

a ring with the singleton node. 

 To join a ring that contains some node j, node i invokes Join_Ring(j). 

 Node j locates i’s successor on the logical ring and informs i of its successor. 

 Before i can participate in the P2P exchanges, several actions need to happen: 

i’s successor needs to update its predecessor entry to i, i’s predecessor needs 

to revise its successor field to i, i needs to identify its predecessor, the finger 

table at i needs to be built, and the finger tables of all nodes need to be 

updated to account for i’s presence. 

 This is achieved by procedures Stabilize( ), Fix_Fingers(), and 

Check_Predecessor() that are periodically invoked by each node. 

 A recent joiner node i that has executed Join_Ring() gets integrated into the 

ring is shown in Fig  

 

 

Fig : Steps in the integration of node i in the ring, where j > i > k 

The following are the sequence: 

1. The configuration after a recent joiner node i has executed Join_Ring(). 

2. Node i executes Stabilize(), which allows its successor j to adjust j’s variable      
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predecessor to i. Specifically, when node i invokes Stabilize(), it identifies the       

successor’s predecessor k. If k ∈ (i, successor), then I updates its successor to k. 

 In either case, i notify its successor of itself via successor. Notify(i), so the successor 

has a chance to adjust its predecessor variable to i. 

3. The earlier predecessor k of j (i.e., the predecessor in Step 1) executes Stabilize() 

and adjusts its successor pointer from j to i. 

4. Node i executes Fix_Fingers() to build its finger table, and other nodes also execute the 

procedure to update their finger tables if necessary. 

• Once all the successor variables and finger tables have stabilized, a call by 

any node to Locate_Successor() will reflect the new joiner i. 

• Until then, a call to Locate_ Successor() may result in the 

Locate_Successor() call performing a conservative scan. 

• The loop in Closest_Preceding_Node that scans the finger table will result 

in a search traversal using smaller hops rather than truly logarithmic hops, 

resulting in some 

• It can be shown that for any set of concurrent join operations, at some point 

after the last join operation completes, all the pointers and finger tables will 

be correct. This ensures the correctness. 

 But the transit period can have the following outcomes: 

1. The finger tables used in a search are up to date and the correct successor of 

the key is sought in O(log n) hops. 

2. The finger tables are not up to date but the successor pointers are correct. 

The sought key will be located but may take more steps as the full 

advantage of a logarithmic search space pruning cannot be used. 

3. If the successor pointers are incorrect, or the key transfer to the new joiners 

in procedure Notify has not completed, the search may fail. This is during a 

transient duration, and the source has the choice of reissuing the query. 



ROHINI COLLEGE OF ENGINEERING & TECHNOLOGY  

  CS8603 DISTRIBUTED SYSTEMS 
 

 

ii) Node failures and departures 

 When a node j fails abruptly, its successor i on the ring will discover the 

failure when the successor i executes Check_Predecessor() periodically. 

 Process i gets a chance to update its predecessor field when another node k 

causes i 

to execute Notify(k). But that can happen only if k’s successor variable is i. 

 This requires the predecessor of the failed node to recognize that its successor 

has failed, and get a new functioning successor. 

 In fact, the successor pointers are required for object search; the predecessor 

variables are required only to accommodate new joiners. 

 A solution such as introducing a Check_Successor() procedure analogous to 

Check_Predecessor procedure will not solve the problem because it does not 

help to identify the functional successor. 

 The Chord protocol proposes that, rather than maintain a single successor, 

each node maintains a list of successors, which are the node’s first 

successors. 

 If the first successor does not respond, the node can try the next successor 

from the list, and so on. Only the simultaneous failure of all the successors 

can then cause the protocol to fail. 

 The provision for a successor list at each node provides a natural mechanism 

for the application to manage replicated objects. 

 The replicas get placed at the node corresponding to the object key, as well 

as at the nodes in the successor list of that node. 

 As Chord is able to update its successor list as the successor list changes, 

Chord can also interface with the application to let it track the locations of the 

replicas. 

 A voluntary departure from the ring can be treated as a failure. However, a 

failed node causes all the data (keys) stored at that node to be lost until 
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corrective action is taken. 

 When a node departs voluntarily, it should first transfer all the keys it is 

responsible for to its successor. 

 The departing node should also inform its successor and predecessor. 

 

 This will enable the successor to update its predecessor to the predecessor 

of the departing node. 

 The predecessor will also be able to update its successor list by deleting the 

departing node and adding the last successor of the departing node’s 

successor list to its own successor list. 

Complexity 

 For a Chord network with n nodes, each node is responsible for at most (1 + ) 

/n keys. 

 The search for a successor in Locate_Successor in a Chord network with n 

nodes requires time complexity O(log n) with high probability. 

 The size of the finger table is log(n) ≤ m 

 The average lookup time is 1/2 log(n) 
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